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ABSTRACT
Training an accurate 3D human pose estimator often requires a
large amount of 3D ground-truth data which is inefficient and costly
to collect. Previous methods have either resorted to weakly super-
vised methods to reduce the demand of ground-truth data for train-
ing, or using synthetically-generated but photo-realistic samples to
enlarge the training data pool. Nevertheless, the former methods
mainly require either additional supervision, such as unpaired 3D
ground-truth data, or the camera parameters in multiview settings.
On the other hand, the latter methods require accurately textured
models, illumination configurations and background which need
careful engineering. To address these problems, we propose a do-
main adaptation framework with unsupervised knowledge transfer,
which aims at leveraging the knowledge in multi-modality data
of the easy-to-get synthetic depth datasets to better train a pose
estimator on the real-world datasets. Specifically, the framework
first trains two pose estimators on synthetically-generated depth
images and human body segmentation masks with full supervision,
while jointly learning a human body segmentation module from the
predicted 2D poses. Subsequently, the learned pose estimator and
the segmentation module are applied to the real-world dataset to
unsupervisedly learn a new RGB image based 2D/3D human pose
estimator. Here, the knowledge encoded in the supervised learning
modules are used to regularize a pose estimator without ground-
truth annotations. Comprehensive experiments demonstrate sig-
nificant improvements over weakly supervised methods when no
ground-truth annotations are available. Further experiments with
ground-truth annotations show that the proposed framework can
outperform state-of-the-art fully supervised methods. In addition,
we conducted ablation studies to examine the impact of each loss
term, as well as with different amount of supervisions signal.
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Figure 1: Conceptual diagram of the proposed domain adap-
tation framework. The knowledge encoded in the pose es-
timator and segmentation module is used to regularize the
training on RGB dataset without ground-truth annotations.
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1 INTRODUCTION
Human pose estimation has been attracting increasing attention
from academia and industry due to its numerous applications in
human-computer interaction, privacy preservation application and
action recognition [11, 56]. While success in 2D pose estimation
has been driven by large-scale and well-labeled 2D pose datasets,
3D pose estimation is still a challenging task, as collecting large
amounts of 3D pose annotation is costly and existing datasets are
either limited to laboratory settings or limited in size and diversity.

To overcome the limitation of existing 3D human pose datasets,
researchers have either resorted to weakly supervised approaches
[38, 43, 52] to reduce the demand of ground-truth training data, or
using synthetically-generated but photo-realistic images of people
rendered from MoCap data to enlarge the training data pool [44].
On the one hand, the previous weakly-supervised methods, in ad-
dition to ground-truth 2D poses, mainly require either additional
supervision such as unpaired 3D ground-truth data [50], a small
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subset of labels [42], or extrinsic camera parameters in multi-view
settings [38]. On the other hand, generating photo-realistic image
data still require accurately textured models, illumination configu-
rations and background [54] which need careful engineering.

One intuitive solution is to make use of the synthetic depth im-
age dataset, of which the benefits are two-fold: (1) Samples and
annotations in synthetic depth images are easier to generate than
synthetic RGB images, where various 3D human models and mo-
tion data can be generated without considering the photo-realistic
issue; (2) Compared with RGB-based 3D human pose estimation,
it is easier to infer 3D poses from mono-color depth images as it
only consists of depth information rather than details texture infor-
mation. Therefore we can utilize the knowledge learned from the
synthetic depth image dataset to help train a pose estimator on the
real-world human pose dataset through domain adaptation.

In this paper, we propose a domain adaptation framework with
unsupervised knowledge transfer, which aims at leveraging the
knowledge in the easy-to-get synthetic depth image dataset to un-
supervisedly or better train a pose estimator on real-world dataset.
Firstly, two human pose estimators are trained on synthetically-
generated depth images and body segmentation masks with full
supervision, while jointly learning a body segmentation module
from the predicted 2D poses. Subsequently, the learned segmenta-
tion mask based pose estimator and the segmentation module are
applied to real-world dataset to unsupervisedly learn a new RGB
image based 2D/3D human pose estimator. Here, the knowledge
encoded in the supervised learning modules (i.e. pose estimation
and body segmentation) are used to regularize a new pose estimator
without any annotations, as depicted in Figure 1.

We summarize our contributions as follows:

• We propose a domain adaptation framework with unsuper-
vised knowledge transfer for 3D human pose estimation. We
first train two pose estimators and one segmentation mod-
ule using multi-modality data in the synthetic depth image
dataset. To achieve domain adaptation and knowledge trans-
fer, the trained segmentation mask based pose estimator and
the segmentation module are used to regularize the train-
ing of 2D/3D pose estimator on target RGB-dataset without
ground-truth annotations.

• Comprehensive evaluations on ITOP dataset andHuman3.6M
dataset demonstrate that the proposed method significantly
outperforms previous weakly supervised methods even with-
out any annotations from the real-world dataset. The pro-
posed method also outperforms the state-of-the-art super-
vised methods if ground-truth annotations are provided.

• We conduct ablation studies to examine the effectiveness of
the loss term, as well as the model performance gain with
various degree of supervision signals in target dataset.

2 RELATEDWORK
Depth-based 3D Human Pose Estimation. Both generative and
discriminative models have been proposed recently. The genera-
tive models fit a human body template, with parametric or non-
parametric methods, to the input data. The iterative closest point
algorithm is commonly used for 3D motion tracking [12, 17, 20].

By contrast, the discriminative models do not require the body tem-
plate and directly detect instances of body parts. Shotton et al. [48]
trained a random forest classifier for the body part segmentation
from a single depth image and used mean shift to estimate joint lo-
cations. Inspired by this work, Hough forest [15], random ferns [21]
and random tree walk [58] have been proposed for exploring re-
gression tree methods. Recently, Haque et al. [18] leveraged a con-
volutional and recurrent network architecture to estimate joint
coordinates in an end to end manner. In [55], Wang et al. proposed
an inference-embedded multi-task learning framework, which han-
dled two tasks of generating the heatmaps of body parts and seeking
the optimal configuration of body parts based on the detected body
part proposals. Marín-Jiméneza et al. [29] proposed a model which
receives depth images and a set of predefined 3D prototype poses
and returns the position of the body joints.
RGB-based 3D Human Pose Estimation. Given a well-labeled
human pose estimation dataset, 3D human pose estimation can be
formulated as a supervised learning problem. Existing works can
be divided into two categories: (1) end-to-end model and (2) lifting
based approaches. The first set of models takes images as input
and estimate the 3D pose by directly regressing 3D joint coordi-
nates [26] or volumetric heatmaps of joint locations [37]. Recently,
Sun et al. [49] proposed “integral pose estimation” which unifies
heatmap representation and joint coordinates regression by a sim-
ple integral operation. As an alternative, lifting based approaches
takes predicted 2D joints as input and lift them into 3D space. A vari-
ety of this kind of methods have been proposed recently that either
treat the problem as one of regression [30], data-driven retrieval [4]
or using generative adversarial learning [57].

In the presence of insufficient well labeled 3D datasets, weakly
supervised methods have recently been proposed to limit the re-
quirement for training data. In [38], Pavlakos et al. capitalize on con-
straints offered by the 3D geometry of cameras and the 3D structure
of human body to probabilistically combine per view 2D ConvNet
predictions into a globally optimal 3D pose. Tung et al. [52] com-
bine feedback from rendering their predictions, with distribution
matching between predicted pose and a collection of ground-truth
factors. In addition, [7] eliminated the need for 3D ground-truth by
modifying the discriminator to recognize plausible 2D projections.
Rhodin et al. [42] proposed to learn a geometry-aware body repre-
sentation from multi-view images without annotations and learn a
mapping from it to 3D human pose with a little ground-truth.

A number of works have also considered the use of synthetic
data for human pose and shape estimation [5, 34, 39]. They mainly
use a 3D human shape model along with the MoCap data to pro-
duce samples as many body types and poses as needed for training.
However, synthetic data and real data are in two different domains,
which can lead to poor results without domain adaptation [40].
Rogez et al. [44] introduced a solution to generate photo-realistic
synthetic images by stitching local image patches in a kinemat-
ically constrained manner, aiming at narrowing the domain gap
between synthetic and real image. Chen et al. [5] presented a fully
automatic, scalable approach that samples the human pose space
for guiding the synthesis procedure and extracts clothing textures
from real images, and explored domain adaptation for bridging the
gap between our synthetic training images and real testing photos.
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Figure 2: An overview of the training process on the synthetic dataset.

Domain Adaptation. Most previous methods in domain adap-
tation worked on a fixed feature representation [27]. Recently,
there is a trend to combine domain adaptation and deep learn-
ing method [25]. Pre-training and fine-tuning is one of the most
prominent domain adaptation methods [14, 33]. However, this can
lead to severe over-fitting, if there is only a small amount of labels
in the target domain available. Another way to handle the domain
shift is to explicitly align the source and target distribution of the
data [46]. Ganin et al. [13] proposed a new deep network architec-
ture to perform domain adaptation by standard back-propagation
training. Independently, Ajakan et al. [1] proposed a similar model
to learn feature representation which is predictive for the classifi-
cation task in the source domain but uninformative to distinguish
source and target domain. With the development of generative
adversarial network (GAN) [16], it is also proposed for domain
adaptation [53, 59], where a generator is trained to transfer samples
from one domain to another domain and a discriminator is trained
to distinguish between translated samples and real samples.

The method proposed in [5] is most related to ours, where they
used synthetic data and domain adaptation method for 3D human
pose estimation. Our method has three key differences. Firstly,
we use synthetic depth images rather than synthetic RGB images.
Depth datasets are easier to generate than RGB dataset which has
to consider the clothes’ texture and background. Secondly, it is
more challenging to infer 3D human pose from monocular RGB
images due to the substantial depth ambiguity. Our pose estima-
tor is trained on RGB dataset with the encoded knowledge from
synthetic depth dataset. The last, and most important, our pro-
posed framework allows domain adaptation with unsupervised
knowledge transfer. In other words, it can learn a pose estimator
on the target RGB dataset without ground-truth annotation. Com-
pared with the existing weakly supervised method, our model can
achieve significant improvements without any annotations from
the real-world dataset.

3 METHOD
The essence of our proposed method is to encode the knowledge
in the synthetically-generated depth image dataset to train a 3D
pose estimator on the real-world dataset, where the domain adap-
tation is achieved using unsupervised knowledge transfer. Toward
this end, the proposed method can be summarized as two steps.
The first step is to train the initial model on a synthetic dataset.
Our framework trains two human pose estimators on depth im-
ages and human body segmentation masks with full supervision,
while jointly learning a human body segmentation module from
the predicted 2D poses (see Figure 2). Here, the role of segmenta-
tion module is to bridge the unpaired synthetic depth images and
real images through segmentation mask. In the second step, the
learned segmentation mask based pose estimator and the segmenta-
tion module are applied to the real-world dataset to regularize the
training of a new RGB image based pose estimator (see Figure 3).
Specifically, the new pose estimator simultaneously predicts 2D and
3D poses, and the predicted 2D poses are transformed into 3D poses
by the learned modules for subsequently supervising the former
predicted 3D poses. We will detail each step in the remainder of
this section.

3.1 Training on Synthetic Dataset
As depicted in Figure 2, the training procedure on a synthetic dataset
contains two branches, where each branch having the same pose
estimation network (i.e. a ResNet encoder E followed by a decon-
volution decoder D [49]). Each training sample contains a pair of
depth image Id and human body segmentation mask Is. Depth
image Id and Segmentation mask Is are fed into respective pose es-
timation branch to obtain volumetric heatmaps H d and H s, where
H ∈ Rw×h×d . Here, the hyperparameters w and h are the spatial
size after deconvolution and d is the depth resolution. After ap-
plying soft-argmax activation function ϑ (·), we can get 2D pose
P2D ∈ RJ×2 and 3D pose P3D ∈ RJ×3 outputs where J is the number
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Figure 3: An overview of domain adaptation on the real-world dataset.

of body joints. According to [49], from a given volumetric heatmap,
one can obtain both 2D pose (by applying soft-argmax to only x
and y) and 3D pose (by applying soft-argmax to all 3 dimensions).
We define the predicted 2D and 3D pose from each branch as P d

2D,
P d
3D and P s

2D, P
s
3D respectively, i.e.:

Pd = ϑ

(
Dd

(
Ed(Id;θdE );θ

d
D

))
(1)

P s = ϑ

(
Ds

(
Es(Is;θ sE );θ

s
D

))
(2)

where θ d
E , θ

d
D , θ

s
E and θ s

D is the parameters of each encoder and
decoder.

On the predicted 2D pose P d
2D, we employ a segmentation module

G to generate the human body segmentation mask Îs with depth
prediction for each body part. The input of the module is the pre-
dicted 2D pose combined with depth value z from the volumetric
heatmaps, i.e.:

Îs = G
(
Pd2D, z;θG

)
(3)

The goal of training these two branches is to minimize the fol-
lowing loss function w.r.t. parameters θ = {θ d

E , θ
d
D , θ s

E , θ
s
D , θG , θC }:

L = ω1L3D-depth + ω2L3D-seg + ω3Lrecon + ω4Ladversarial (4)

whereω1,ω2,ω3 andω4 are weights that control the contribution of
each loss term, and sum to 1. The 3D joint loss L3D-depth and L3D-seg
come from the depth branch and segmentation branch respectively.
Given the 3D ground-truth Pg, we want to minimize smoothL1 (Pg −
P d
3D) and smoothL1 (Pg − P s

3D) for each sample where

smoothL1 (x) =

{
0.5x2, if |x | < 1
|x | − 0.5, otherwise

(5)

We use a scale-invariant mean squared error term [9] for the
reconstruction loss Lrecon. Setting di = log Is(i) − log Îs(i) to be the

difference between the prediction and ground-truth at pixel i , we
have:

Lrecon =
Ns∑
n=1

(
1

2k2
∑
i , j

((
log Is(i) − log Is(j)

)
−

(
log Îs(i) − log Îs(j)

))2)
(6)

=

Ns∑
n=1

(
1
k

∑
i
d2
i −

1
k2

∑
i , j

didj

)
(7)

=

Ns∑
n=1

(
1
k

∑
i
d2
i −

1
k2

(∑
i
di

)2)
(8)

where k is the number of pixels in image I and Ns is the number
of training samples. While a mean squared error loss is tradition-
ally used for reconstruction tasks, it penalizes predictions that are
correct up to a scaling term. Conversely, the scale-invariant mean
squared error penalizes differences between pairs of pixels. This
allows the model to learn to reproduce the overall shape of human
body without expending modeling power on the intensity of the
inputs [3]. We empirically validate that this reconstruction loss
is the correct choice in Section 4.6 by training a version of our
model with the traditional mean squared error loss instead of the
scale-invariant loss in Eq. (8).

Finally, the domain adversarial loss Ladversarial is used to train
a model to produce representations such that a classifier cannot
reliably predict the domain of the encoded representation [24].
Specifically, it encourages the hidden representations in the pose
estimation network from each branch to be as similar as possible.
Maximizing such “confusion” is achieved via a Gradient Reversal
Layer (GRL) and a domain classifier trained to predict the domain
producing the hidden representation. The GRL has the same output
as the identity function, but reverses the gradient direction. The
domain classifier C

(
E(I ); θC

)
→ l̂ parameterized by θC maps the

hidden representation E(I ) to a prediction of the label l̂ ∈ {0, 1} of
the input image I . Learning with a GRL is adversarial in that θC



is optimized to increase C’s ability to discriminate between repre-
sentations of depth images or human body segmentation masks,
while the reversal of the gradient results in the model parameters
θ d
E and θ s

E learning representations from which domain classifica-
tion accuracy is reduced. Essentially, we maximize the binomial
cross-entropy for the domain prediction task with respect to θC ,
while minimizing it with respect to θ d

E and θ s
E :

Ladversarial =
Ns∑
i=0

li log l̂i + (1 − li ) log(1 − l̂i ) (9)

where li is the ground-truth domain label for sample i .

3.2 Domain Adaptation on Real-world Dataset
Given the learned modules from the synthetic depth image dataset,
we conduct domain adaptation on the real-world dataset. Specifi-
cally, the learned segmentation mask based pose estimator Ds(Es(·))

and the segmentation moduleG are applied to real-world dataset to
regularize the training of a new RGB image based 2D/3D pose esti-
mator. The new pose estimator simultaneously predicts 2D and 3D
poses, and the predicted 2D poses are transformed into 3D poses by
the learned modules for subsequently supervising the former pre-
dicted 3D poses. Note that our model is able to learn the new pose
estimator without ground-truth joints, although the availability of
some or all ground-truth will allow our proposed method to learn
a better model. An illustration of domain adaptation procedure on
a RGB dataset is shown in Figure 3.

Firstly, we use the same architecture of pose estimation network
Dr(Er(·)) to get volumetric heatmaps H and subsequently obtain
2D poses P2D and 3D pose P3D from a single RGB image. Then
we apply the segmentation module G to generate a human seg-
mentation mask Îs = G(P2D, z), and it is fed into the segmentation
mask-based pose estimator Ds(Es(·)) to generate 3D pose P̂3D. Note
that the parameters in G, Es and Ds are kept frozen, while only
the pose estimation network Dr(Er(·)) is trained. Intuitively, if the
pose estimation network Dr(Er(·)) performs correctly, the predicted
3D pose from itself and Ds(Es(G(·))) should be as close as much.
This is because the segmentation module G and pose estimator
Ds(Es(·)) has been appropriately trained on the synthetic dataset
using ground-truth of human body segmentation masks and 3D
poses. Therefore, we can use the joint loss between P̂3D and P3D to
supervise the training of pose estimation network Dr(Er(·)).

The total training loss is a weighted sum of the joint loss L3D
and domain adversarial loss Ladversarial as defined in section 3.1:

L = λ1L3D + λ2Ladversarial (10)

where λ1 and λ2 are weights that control the contribution of each
loss term, and λ1 + λ2 = 1.

Given the trained model, we can inference the 3D human poses
from the RGB input image by using only the pose estimation net-
work Dr(Er(·)). The pose estimator Ds(Es(·)) on the segmentation
mask branch and the segmentation module G are not required
during inference stage.

Table 1: Comparison of our model with the state-of-the-art
methods on UBC3V dataset with different input modality.

Methods Input Modality MPJPE PCK@100

Shafaei et al. [47] Depth Image 56.4 88.7
Marín-Jiméneza et al. [29] Depth Image 23.6 99.3

Proposed model Depth Image 17.3 100
Proposed model Seg. Mask 19.0 100

4 EXPERIMENTS
4.1 Datasets
Synthetic Depth Dataset.We conduct supervised learning on the
UBC 3 ViewDataset (UBC3V) [47], which is a synthetic dataset with
samples generated from 100,000 postures and 3 camera views. It
consists of three sub-datasets: easy-pose, inter-pose and hard-pose.
The easy-pose subset is comprised of 1M samples of a limited set
of postures (mostly walking and running) from only one character.
The inter-pose subset includes all the postures but with only one
character and have a total of 1.3M samples. Finally, the hard-pose
subset consists of 300,000 samples from all available postures and 16
characters. We use the training set of the inter-pose subset to train
our model and evaluation is performed on the test set of hard-pose.
Real-world Depth and RGB Datasets. To demonstrate the ap-
plicability of our domain adaptation framework on the real-world
images, we evaluate our model on two real-world datasets:
• ITOP Dataset [18]. It consisting of 100,000 front-view and top-
view depth images with 20 actors performing 15 sequences each.
We use both the front-view and top-view depth images for model
learning and evaluation. We compute the joint of hip as the mean
of left and right hip, and compute the joint of nose as the mean of
head and neck, to make the dataset having 17 joints.
• Human3.6M dataset [22]. It contains 3.6 million images featuring
11 actors performing 15 daily activities, such as eating, sitting and
walking, from 4 camera views. We follow the standard protocol and
use subjects 1, 5, 6, 7, 8 for training and subject 9, 11 for evaluation.
The evaluation is performed on every 64th frame of the test set.

4.2 Evaluation Metrics
We adopt three commonly used metrics to report results. First, the
Mean Per Joint Position Error (MPJPE) compute the mean Euclidean
distance between ground-truth and predicted pose. Second, the Pro-
crustes Aligned Mean Per Joint Position Error (PAMPJPE) computes
MPJPE based on the predicted pose aligned to ground-truth by the
Procrustes method. Finally, the Percentage of Correct Key-points at
threshold 100 mm (PCK@100) is computed where a detected joint
is considered correct only if the distance between the ground-truth
and the prediction is within 100 mm.

4.3 Implementation Details
For the pose estimation network, we use Integral Pose [49] archi-
tecture for both depth-input and segmentation-input branches with
a ResNet-50 [19] backend. The input image and output heatmap
size are 256 × 256 and J × 64 × 64 × 64 respectively, where J is the
number of joints. We initialize the pose estimation network on RGB



Table 2: Comparison of the proposed model and its supervised variants against the state-of-the-art methods on ITOP dataset.
The best performing methods in the respective learning category are highlighted in bold. The partial 2D/3D GT use 6 out of
17 joints from the ground-truth annotation to supervise the pose estimation network (see Figure 6).

Learning Category Methods Front View Top View

MPJPE PCK@100 MPJPE PCK@100

Haque et al. [18] - 77.4 - 75.5
Fully Supervised Moon et al. [31] - 88.7 - 83.4

Marín-Jiméneza et al. [29] 19 100 26 100

Unsupervised Proposed model 24.9 100 30.5 100

Proposed model with partial 2D GT 20.4 100 26.6 100
Weakly Supervised Proposed model with partial 3D GT 19.6 100 25.5 100

Proposed model with partial 3D + 2D GT 17.1 100 23.9 100

Proposed model with full 2D GT 18.8 100 24.7 100
Fully Supervised Proposed model with full 3D GT 16.4 100 22.3 100

Proposed model with full 3D + 2D GT 15.3 100 20.8 100

datasets after training on MPII-training dataset [2] using only 2D
joints. The segmentation module is based on the architecture of
DCGAN [41], Its input and output size are J × 3 and 256 × 256 ×Q
respectively, where Q is the number of human body part. The do-
main classifier consists of two fully connected layers and a softmax
layer. To avoid distracting the pose estimation task, we activate the
domain adversarial loss after 5000 steps. The weights of the loss
terms are set as ω1 = 0.4, ω2 = 0.4, ω3 = 0.15, ω4 = 0.05, λ1 = 0.95
and λ2 = 0.05. During training, we use a mini-batches of size 32,
and train the model for 140 epochs using Adam optimizer [23] with
a learning rate of 10−3 multiplied with 0.1 at steps 90 and 120. The
whole pipeline is implemented using PyTorch [35].

4.4 Results on Synthetic Dataset
We first validate the effectiveness of our model on UBC3V dataset
for 3D pose estimation task. We train our model with both depth
images and ground-truth human body segmentation masks as input
in fully supervised manners, and test it with only depth images or
ground-truth human body segmentation masks as input. In Table 1,
we present the results of each type of input in comparison with
recent state-of-the-art methods [29, 31, 47]. It is shown that our
model with depth images as input improves the MPJPE from 23.6
mm to 17.3 mm, and the model with human body segmentation
masks as input can also bring 4.6 mm improvements. The signifi-
cant improvements demonstrate the effectiveness of our designed
training loss in the framework.

4.5 Results on Real-world Dataset
In Table 2 and Table 3, we present the results of our model with
different supervision types in comparison with recent state-of-the-
art methods on ITOP dataset and Human3.6M dataset respectively.
We present the fully supervised version of our model as a baseline
model, where the pose estimation network in the model will be
trained by the 2D and 3D ground-truth pose. The 3D joint loss is cal-
culated between the prediction of the depth/RGB and Segmentation
branch and the ground-truth respectively. Moreover, we provide

the weakly supervised version of our model as a baseline model,
which is trained with partial ground-truth. Specifically, we only
give 6 out of 17 ground-truth joints, i.e. head, hip, left/right wrist
and left/right ankle to supervise the pose estimation network. From
Table 2, It can be seen that all our model outperforms the other
fully 3D supervised methods on ITOP dataset. On the front view,
our fully supervised model improves the MPJPE from 24.9 mm to
15.3 mm. And on the top view, it improves MPJPE from 30.5 mm to
20.8 mm. Note that, on the front view, even our weakly supervised
model can bring 10% improvements on the MPJPE of [29], using
only 6 out of 17 3D and 2D ground-truth joints.

Because there is no published weakly supervised methods in
depth-based human pose estimation, we only outline the perfor-
mance of weakly supervised methods in the literature along with
ours on Human3.6M, as shown in Table 3. Our unsupervised model
outperforms previous weakly supervised methods by a wide mar-
gin. It improves the MPJPE from 97.2 mm to 72.5 mm, bringing
25% improvements on the results of [52]. In addition, it is shown
that the partial 2D+3D ground-truth gives a quite big boost to the
unsupervised model, with 24% improvements on the MPJPE. As we
mentioned in section 4.3, we use the Integral Pose [49] architec-
ture as our pose estimation network, and train it with the modules
learned from the synthetic dataset. We notice that the proposed
model with full 2D + 3D ground-truth and the model with full 3D
ground-truth outperform the Integral Pose [49], which proves that
the domain adaptation strategy truly helps in the training process of
the pose estimator on the real-world dataset. Moreover, in the con-
dition of giving full 2D + 3D ground-truth, our model can achieve
even better results in comparison with recently state-of-the-art
fully supervised methods. It improves the MPJPE from 49.6 mm to
46.3 mm, and improves the PMPJPE from 36.3 mm to 36.1 mm.

The qualitative results on Human3.6M are presented in Figure 4.
We present the comparison of the ground-truth, the results of the
model trained with full 2D + 3D ground-truth and the results of
the model with no ground-truth.



Table 3: Comparison of the proposed model and its supervised variants against the state-of-the-art methods on Human3.6M
dataset. The best performing methods in the respective learning category are highlighted in bold. The partial 2D/3D GT use 6
out of 17 joints from the ground-truth annotation to supervise the pose estimation network (see Figure 6).

Learning Category Methods Synthetic Data MPJPE PMPJPE

Du et al. [8] Pre-training 126.5 -
Rogez et al. [44] Jointly Training 88.1 87.3
Nie et al. [32] - 97.5 79.5
Tome et al. [50] - 88.4 -
LCR-Net [45] - 87.7 71.6
Pavlakos et al. [37] - 71.9 -
Martinez et al. [30] - 62.9 47.7

Fully Supervised Trumble et al. [51] - 62.5 -
Liu et al. [28] - 61.1 -
Fang et al. [10] - 60.4 45.7
Yang et al. [57] - 58.6 37.7
Pavlakos et al. [36] - 56.2 -
Chen et al. [5] Domain Adaptation 52.5 -
Dabral et al. [6] - 52.1 36.3
Integral Pose [49] - 49.6 40.6

Rhodin et al. [42] - 131.7 98.2
Pavlakos et al. [38] - 118.4 -

Weakly Supervised Forward2Dto3D [52] Pre-training 104.6 -
3DInterp [52] Pre-training 98.4 -
AIGN [52] Pre-training 97.2 -

Unsupervised Proposed model Domain Adaptation 78.5 68.9

Proposed model with partial 2D GT Domain Adaptation 60.5 52.7
Weakly Supervised Proposed model with partial 3D GT Domain Adaptation 57.8 50.7

Proposed model with partial 3D + 2D GT Domain Adaptation 55.2 45.2

Proposed model with full 2D GT Domain Adaptation 56.4 48.3
Fully Supervised Proposed model with full 3D GT Domain Adaptation 49.1 39.0

Proposed model with full 3D + 2D GT Domain Adaptation *46.3 *36.1

Ground-truth Without GTFull 3D + 2D GT 

Figure 4: Qualitative results of our model with or without
ground-truth labels on Human3.6M dataset.

4.6 Ablation Study
On the Loss Function.We conduct ablation experiments on the
UBC3V dataset to verify the effectiveness of different reconstruc-
tion loss and adversarial loss of our methods. We train the model
on UBC3V inter-pose dataset and evaluate it on the UBC3V hard-
pose dataset. The overall results are shown in Table 4. The first
and second lines compare the results of different reconstruction
loss with domain adversarial loss, while the third and fourth lines
compare the results without domain adversarial loss.

It is shown that the combination of four different losses performs
better than only using three kinds of losses. The domain adversarial
loss plays an important role in transfer learning. It forces the hidden
representations in the pose estimation network from each branch
to be as similar as possible so that the domain classifier cannot dis-
tinguish them, which encourages the knowledge transfer from one
domain to another. In addition, we notice that the scale-invariant
mean squared error achieves a lower MPJPE than traditional mean
squared error. The scale-invariant mean squared error penalizes
differences between pairs of pixels, which means that each pair of
pixels in the predictions must differ in value by an amount similar



Table 4: Results of different configuration of reconstruction
and adversarial loss on UBC3V Dataset.

√
(×) indicates the

corresponding variant is with (without) adversarial loss.

Reconstruction Loss Adversarial Loss MPJPE PCK@100

Scale-invariant MSE
√

19.06 100
Traditional MSE

√
21.34 100

Scale-invariant MSE × 27.11 100
Traditional MSE × 30.48 100

to that of the corresponding pair in the ground-truth. This allows
the model to learn to reproduce the overall shape of the human
body being modeled without expending modeling power on the
intensity of the inputs.
On the Number of Ground-truth Joints. We conduct ablation
experiments on Human3.6M dataset to explore how the number
of ground-truth joints influences the performance of the proposed
method with 2D ground-truth, 3D ground-truth and both of them.
We provide 1, 3, 6, 12, 17 of ground-truth joints defined in Hu-
man3.6M to help train the model and report the performance for
each case, as illustrated in Figure 5. In each case, the specific joints
we selected are illustrated in Figure 6.

When only the head joint is provided, the results are slightly
improved, comparing to the model without ground-truth joints.
Conversely, when the head, left and right ankle joints are pro-
vided, the results are significantly improved. Note that the head
and ankle joints contain semantic information about the height
of human body, which is helpful for predicting joints [8]. The re-
sults demonstrate that our model can indeed learn this information
and get a great improvement. When more supervision annotations
is provided, our model outperforms the fully supervised method
(i.e. Integral Pose [49]). With only 12 out of 17 ground-truth joints,
or about 70% of joints, our model can infer more accurate outlines
of human body, which contributes to more accurate predictions of
joints.

5 CONCLUSION
In this paper, we propose a domain adaptation framework with
unsupervised knowledge transfer, which aims at leveraging the
knowledge in multi-modality data of the easy-to-get synthetic
depth dataset to help train a pose estimator on the real-world
dataset. Specifically, the framework first trains two pose estimators
on synthetically-generated depth images and human body segmen-
tation masks with full supervision, while jointly learning a human
body segmentation module from the predicted 2D poses. Subse-
quently, the learned segmentation mask based pose estimator and
the segmentation module are applied to the real-world dataset to
unsupervisedly learn a new RGB image based 2D/3D human pose
estimator. The knowledge encoded in the supervised learning mod-
ules are used to regularize a pose estimator without ground-truth
annotations. Comprehensive experiments on ITOP andHuman3.6M
datasets demonstrate significant improvements over weakly super-
vised methods when no ground-truth annotations are available.
Further experiments with ground-truth annotations show that the
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Figure 5: Results of different types of supervision with dif-
ferent number of joints provided.

1 joint 3 joints 6 joints 12 joints 17 joints

Figure 6: An illustration of the selected joints in each set.

proposed framework can outperform state-of-the-art fully super-
vised methods. In addition, we conduct ablation studies to examine
the impact of each loss term, as well as with different amount of
supervisions signal. Since Human3.6M is a video dataset, in the
future, we will utilize temporal information in the video frames to
improve our method.
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